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ABSTRACT

Regression testing, as it commonly practiced, is unsound due to
inconsistent test repair and test addition. This paper presents a
new technique, differential testing, that aleviates the test repair
problem and detects more changes than regression testing aone.
Differential testing works by creating test suites for both the
original system and the modified system and contrasting both
versions of the system with these two suites.

Differential testing is made possible by recent advances in
automated unit test generation. Furthermore, it makes automated
test generators more useful because it abstracts away the
interpretation and management of large volumes of tests by
focusing on the changes between test suites.

In our preliminary empirical study of 3 subjects, differential
testing discovered 21%, 34%, and 21% more behavior changes
than regression testing alone.

Categories and Subject Descriptors
D.2.5 [Software Engineering]: Testing and Debugging B
Testing Tools, Debugging Aids

General Terms
Algorithms, Reliability, Experimentation, Theory, Verification.

Keywords
Regression testing, differential testing, automated test generation,
test repair, change impact anaysis, software maintenance.

1. INTRODUCTION

Regression testing [3][4] is a standard practice for ensuring that
the intended behavior of a system is preserved after modification.
Regression tests assert the intended behavior of a system, and,
when these tests are run against a modified system, changesin the
system behavior result in test failures. These failures may indicate
intended new behaviors, intended changes in old behaviors, or
unintended behaviors, commonly known as regressions or bugs.

Since regression tests are relied on to detect changes, the test suite
must be modified to reflect both the new intention and the
preserved intention from the old system. This is a difficult task,
and has been shown inadequate for object-oriented systems [17].
Worse, in most projects test repair to keep the test suite up to date
with new versions of the system is performed in an ad hoc
manner, if at al.
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Figure 1. Differential Testing = Regression testing +
Progression testing. S and SOare two versionsof a system. Tg
and T spare characterization test suitesfor Sand SO
respectively.

Even with advances in automated test generation, the problem of
which old tests to keep and which newly generated tests to throw
away ill exists. Automated test generators cannot divine the
intended behavior of a system. In the absence of human input, the
best such generators can do is to characterize the actual behavior
of a system implementation. (Due to this, we refer to these
generated tests as characterization tests [8].)

If characterization tests are used as regression tests, a human must
till decide if the failure indicates an intended change or a bug. In
fact, automated test generators may exacerbate the problem of
identifying bugs in test failures because they usually create alarge
volume of tests that may produce a large number of failures that
must be examined.

Given the problems and expense of manual test repair, even with
automated unit test generators, there is need for a different and
more comprehensive mechanism for detecting changes and
quickly identifying the potential bugs among those changes. In
this paper, we introduce a new technique, differential testing,
which promises to detect more changes than regression testing
alone and alleviatesthe test repair problem.

2. DIFFERENTIAL TESTING

Differential testing assumes an automated characterization test
generator (ACTG) and is based on two ideas. First, there can be
no regression bugs in a system, S, until the code is modified and
there is a new version of the system, SO that has to be tested.
Therefore, it makes sense to wait for the modified system to come
into existence before generating tests to capture differences
between it and the previous version. Second, to detect all changes
between two systems, it is not sufficient to compare SOto S using
atest suite, T, that characterizes the behavior of S; S must also be
compared to SOusing a test suite, Tss that characterizes SO(see



Figure 1). There is no manual test repair step. Furthermore, the
implicit changes once negotiated in manua test repair are how
made explicit in the differences between the two test suites.

Differential testing is made feasible by using ACTGs to create the
two required sets of tests. Since the automatically generated tests
are created to the same set of test adequacy criteria, they are well-
factored and are thus easier to compare.

2.1 Theory

The behaviors of the two versions of a system, and the two test
suites for those systems can be represented as sets and projections
of sets respectively. Execution of the tests can be seen as a
function that produces result sets. These result sets can be
compared in order to understand the differences between the two
systems.

Going forward, when we use the term test, we imply a valid and
effective test; a test that passes if a system exhibits a specific
behavior and fails if it does not. A test that always passes or
alwaysfailsis not considered valid or effective.

Imagine the set of all possible valid and effective tests, T, and the
set of al possible programs, P. Within T, there is a subset of tests,
Ts, for asystem under test, S, from the set P. Tsisidentified by a
function, runTest, that returns @assCfor those tests on system S.

Ts! {t|t! T,runTest(t, S) == Pass},
where,
runTest: (test, system) => { Pasg|Fail|Error} .
Once S is modified by the developer, we have a new system from

P, caled, SO that happens to overlap with S. From T, there is
another test suite, T consisting of tests that pass on SQ

Tl {t]|t! T,runTest(t, S§ == Pass}.
From these two sets, we can categorize the changes between the
two systems, S and SO Trivialy, thereis,

Tereserved ! Ts" Tso
This is merely the set of identical tests that passed on both
systems.

More usefully, we can identify the subset of tests that do not pass
on the modified system, SQas regressed behaviors,

TRegre$ed! TsDTsc“)

These tests only pass on Ts because either the behavior has been
removed in S or SOwas modified such that the test@ expected
postcondition has been violated. (Note: this comparison
accommodates incompatible api changes that cause compiler
failures. These tests are identified by returning GrrorQas is done
by JUnit [9].)

Likewise, we can identify progressed behaviors by seeing what
tests for the modified system, SO do not pass on the original
system, S,

TProgr&sed ! TssDTs.

These tests only pass on Tgp because they represent new or
modified behavior.

We can combine these to represent the tota difference in behavior
between the two systems,

TDifferent! TRegr&sed # TProgr&sed-

Using this partitioning scheme, al tests fal into one of the three
possible categories of change: preserved behavior, progressed
behavior, and regressed behavior. Tpreseves represents identical
behavior as captured by identical tests with identica results.
Tregressed IS @l the behavior, explicitly characterized in tests, that is
only in S, and thus deleted or modifieg in SO Likewise, Terogressed
represents behaviors that are only in SOor that have been modified
from S. Of course, these categorizations of behavior are
approximate and are only as strong as the tests are reliable given
Howden@ discussion of the reliability of testing [11].

2.2 Pracice

As previously mentioned, differential testing is made feasible by
the use of automated characterization test generators. ACTGs
work by anayzing a system and recording the behavior in
executable test form, for example, as unit tests using JUnit.

To practice differential testing, we use an ACTG on both S and SO
to generate the two sets of tests, Ts and Tsg

S ACTG! Ts
SO ACTG! T

Typically, on anything other than a trivial system, an ACTG will
not generate the full set of tests that would characterize a given
system. So, in practice, differentid testing is performed using
proper subsets of Ts and Tss This does not invadidate the
technique; it simply reduces the number and type of changes that
can be detected. We discussthis further in Section 3.2.2.

3. EMPIRICAL VALIDATION

We executed a preliminary study to determine if differential
testing can detect more changes than regression testing alone. For
test generation, we used a commercid ACTG based on Agitator
[5] that is freely available to students and researchers through the
JUnit Factory website [13]. For test subjects, we used the SIR [6]
test subject repository from UNL. We used the seeded faults from
the SIR as arepeatabl e set of system changes to detect, and so that
others can duplicate or further our results.

3.1 Experimental Design

We chose the JTopas [12] subject from SIR. We tested on al
three versions in the repository, seeding al available faults one-
by-one. This gave us 38 different changes to compare. The JTopas
project is a small text processor that triples in lines of code over
the 3 versions of the system. Versions 1, 2 and 3 of JTopas have
852, 842, and 2287 executable lines of code respectively.

The seeded faults follow the methodology outlined on the SIR
website and represent a subset of the atomic changes as described
by Ren [15].

We generated tests for the 3 unmodified, origina versions of
JTopas (v.1, v.2, v.3), and for each change in each version (10,
12, and 16, changes respectively per version.) We ran the tests,
while collecting coverage information, against their proper
version and againgt their opposite versions using a prototype
implementation of an automated differential testing system. We
observed the changes in coverage, number of test methods,
number of failing regression and progression tests, and number of
unique regression and progression tests based on behaviors
asserted. Progression tests that covered unique behavior
represented increased change detection.



200
150
144
100
» -'!q
50 ‘ “
0
JTopas v. | JTopas v.2 JTopas v.3
Regressions Behaviors Found
B Progression Behaviors Found
Figure 2 - JTopas Results
3.2 Reaults

The preliminary study results confirm our expectations that
differential testing can detect changes missed by regression
testing alone. In the JTopas test subject, versions 1, 2, and 3,
differential testing detected 21%, 34%, and 21% more behavior
changes than regression testing alone (Figure 2). At this point,
however, we don® have enough experimental data to predict
similar numbers on other projects.

Two particularly interesting results involve detecting subtype
modifications. In version 1, fault 3 and fault 10 both remove an
overridden method from a class, causing execution of the super
method. In these cases, the regression tests continue to execute
only producing a faulty result that must be investigated. In the
progression tests, it is obvious that the method has been removed
because there is no test for that method on that class. This is an
example of differential testing® potentiad for providing more
concise change analysis by removing noisy regression testing
failures. It is a'so an example of how differential testing performs
test repair.

3.2.1 Threatsto the Sudy

This is a preliminary study. It only examines 3 subjects, al of
which are related. The subjects are small and represent one type
of application: parsers.

Further, while the seeded faults are plausible changes, they do not
represent all types of atomic change; there are no added class,
deleted class, added method, or refactoring changes. There has
also not been any study of the effects of combining faults, which
ismoreredlistic for examining the utility of the technique.

Another threat to the generality of the technique is the use of a
single test generator. The one used focuses on basis path coverage
as the test adequacy criteria, which leaves out explicit dataflow
coverage. To get more confidence in the technique we will need
to evaluate it against other test generators. It would be particularly
important to evaluate the technique on successive sets of manually
generated tests. Thiswould not only shed light on the technique, it
might aso shed light on the amount of test repair actually donein
the field. Anecdotally, we know it is low, but it would be good to
measure. One problem using manual tests for differential testing
is that they often test multiple concerns. Test Factoring [16] may
be one promising technique for making the tests more granular
and comparable.

3.2.2 Threasto the Tecmique

An obvious risk is inadeguate tests [18][19]. Since differential
testing compares two test sets, it relies on them to adequately
characterize the systems. If, Tpifeenr = $, then the result is
ambiguous: it could mean the two systems are identical, or that Ts
and Tspare inadequate test suites to distinguish between the two
systems.

Execution time is another practical problem. It took on average 40
seconds to generate a test for each class and 179 seconds on
average to run differential testing on version 1 and an average of
318 seconds for version 3. These problems, however, were easily
mitigated by using JUnit Factory® parallel test generation and
execution.

Another problem is granularity in a test case. With some testing
frameworks, like JUnit, some assertions will be hidden by prior
assertion failures in a test case. An example illustrates this
problem.

public void testX() {
setup();
met hod_under _test();
assertionl();
assertion2();

}

If assertionl fails, then assertion2 will never get executed, and we
can draw no conclusions about assertion2.

4. RELATED WORK

Mutation testing [1] aims to determine the effectiveness of a
regression test suite by mutating the system under test and re-
running the test suite. Detecting mutations is a measure of test
adequacy, called mutation-adequacy. One of the known problems
with mutation testing is the amount of computation it requires in
order to test adequacy against a large number of potential
mutations. Differentid testing differs in that it waits until the
exact new system comes into existence to determine changes,
which is much more tractable.

A recent change impact anaysis tool, Chianti [15] has similarities
to differentia testing. The two characterization test suites used in
differential testing are similar to the two execution traces used in
Chianti to characterize the change between two versions of a
system. In contrast, the Chianti tool uses one test suite to produce
an execution trace for two versions of a system, and then
categorizes those changes.

Finaly, our work is related to regression test selection techniques,
but differs in that we do not analyze the code changes directly,
other than by virtue of the generated unit tests. Regression test
selection [10] examines the changes, creates some information
flow [14], and uses it to pick tests that will traverse code changes.
This still leaves the problem of creating tests for new code, and it
does not characterize failures as added, deleted or modified
behavior.

5. CONCLUSIONS AND FUTURE WORK

In this paper, we have introduced a new technique for finding
regressions that traditional regression testing, as it@ normally
practiced, cannot detect. Differential testing helps to dleviate the
very difficult problem of test repair inherent in regression testing
by characterizing the two versions of the system independently
using an automated characterization test generator.



While the formal mode is compelling and the preliminary study
showed that differential testing detected more changes between
versions than regression testing alone, we need more validation.
Further, we have work in progress that uses unification and
filtering of results to better characterize changes as
OnodificationsO by identifying test failures according to the
properties under assertion.

The model underlying differential testing is useful beyond our
immediate application and is applicable in many areas of testing
research and in impact analysis research. Consideration of the
desired behavior in both systems and contrasting that to the other
system provides a more complete model of the difference between
systems. Any work that compares systems should benefit from
this insight, and can move away from a modd of software
development that only looks at systems from one point in time or
one perspective.
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